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Preface 

Mechatronics research involves the synergistic integration of mechanical, computer and 

electrical engineering to develop innovative smart devices, machines, systems and production 

processes. At The University of Auckland, we focus on systems design and the integration 

of mechanisms, sensors, actuators, controls, computers and real-time software, with 

primary applications in various areas such as healthcare, medicine, sports, manufacturing 

and agricultures.  

The Bachelor of Engineering (Hons) in Mechatronic Engineering was launched in 2002. 

As part of the degree requirements, the fourth year students need to complete a research 

project, or Final Year Research Project (FYRP) in pairs.  

FYRPs represent also our academic staff members’ research activities. This journal is a 

small representation of the range of projects carried out by the students. Since the 

contribution to the journal is voluntary, this issue is by no means provides the complete 

picture of the student research programmes.  

Wish all of you enjoy reading this issue. 

 

Peter Xu 

Professor & Chair of Mechatronics Engineering 

The University of Auckland, 

New Zealand 

 

Dec 2012 
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Stability Control for an Off-Road, Radio-Controlled Vehicle 

M. Hendrikse and N. Pearson 

The University of Auckland, 

Department of Mechanical Engineering, 

Mechatronics Engineering, 

New Zealand 
 

 

Abstract:  

This article outlines the steps taken to design, produce and evaluate a stability control system for 

an off-road, radio-controlled (RC) vehicle. Many existing research papers focus on electronic 

control of automobiles and small-scale aircraft but this kind of technology has scarcely been 

applied to, small-scale ground vehicles.  This project aims to fill this void by creating a plug-in 

driver aid system that provides two features: rollover protection (to prevent the vehicle from 

flipping during hard cornering or acceleration) and mid-air levelling (to keep the vehicle level 

when airborne). A high performance RC truck was used as a test vehicle due to its high power 

and difficulty of control. The controller was implemented on an ArdupilotMega, an open-source 

autopilot prototyping platform. The two features were implemented successfully and drivability 

was greatly increased. The performance of the device is very encouraging with potential for 

further development. 

Keywords: Stability Control, Rollover Prevention, Radio-Control 

 

1. Introduction 

As the capabilities of electronic devices 

increase and their prices fall, more and more 

purely “electrical” devices are becoming 

embedded with microcontrollers and sensors 

to improve performance and usability. 

The trend can be observed in the RC model 

market. While RC models have always 

contained a certain amount of simple 

electronics (radio receivers etc.), 

traditionally there were no sensors or 

automatic controllers incorporated. This is 

still the prominent control method for all RC 

planes, cars and trucks. With this control 

scheme, the driver’s reactions are the only 

source of feedback for the system. 

Human reactions alone can be too slow to 

respond to instability. This can result in poor 

performance and costly crashes, especially 

with novice drivers. The stability of RC 

models can be improved by including 

MEMS (microelectromechanical systems) 

microcontrollers and sensors. 

An example of this is high performance 

electric RC helicopters. Because of the 

speed of human reactions, almost all of the 

helicopters currently available require a gyro 

sensor, with an embedded microcontroller to 

stabilise the yaw of the aircraft, making it 

easier to fly. However, helicopters are still 

inherently unstable [1]. Building on this 

technology, products have recently been 

introduced that contain more inertial sensors 

and processing power and aim to provide 

even more assistance to the pilot. 

While these devices are very useful and 

popular, the technology they use has 

scarcely been applied to ground-based RC 

vehicles. This project focusses on the 

application of this kind of technology to off-

road RC vehicles, as this an area that similar 

automatic driver aids would be very useful 

in. This is because off-road RC vehicles are 
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becoming increasing fast and powerful, 

making them difficult to control and making 

crashes more costly. Specifically, this 

project aims to automatically keep the 

vehicle upright when the driver loses control 

2. Project Goals 

Using knowledge gained from existing 

products and research, a list of basic 

requirements for a successful design was 

developed. Based on these requirements, 

three goal features were decided upon. 

Basic Requirements 

The following list of requirements was 

developed to provide criteria for a successful 

design: 

i. The device should be compatible 

with the standard RC control 

scheme. 

ii. Power should be drawn from the RC 

vehicle’s existing electronics. 

iii. Electrical and radio interference 

from the device should not affect the 

vehicle’s performance. 

iv. The device should tolerate any 

electrical or radio frequency 

interference from the vehicle. 

v. The device should be able to detect 

vehicle instability, monitor control 

inputs from the user and modify 

them if necessary to correct the 

instability. 

vi. The device should significantly 

improve the vehicle’s drivability. 

vii. Cost should be economically feasible 

(below NZ $500). 

viii. Installation of the device should be 

fast and simple for an end user. 

 

Goal Features 

Based on the above requirements and 

existing research, three stability control 

features were set as goals. 

Mid-Air Levelling 

This feature aims to keep the vehicle level 

when it leaves the ground after driving over 

a jump. When the vehicle is in free-fall, if 

the throttle is used to accelerate or 

decelerate the wheels, their angular 

momentum causes the vehicle to pitch back 

and forth; this technique is performed 

manually by motocross riders while in the 

air. As an input, this feature only requires 

access to the vehicle’s pitch angle and the 

ability to set the throttle value is required as 

an output. 

Rollover Protection (Pitch) 

This aim of this feature is to prevent the 

vehicle from flipping over backward or 

forward under heavy acceleration or 

braking. This can be achieved by limiting 

the throttle value if the vehicle pitches too 

far backward or forward. This would be of 

particular use in modern, high-powered RC 

vehicles that can be flipped easily. 

Rollover Protection (Roll) 

This feature aims to prevent the vehicle 

rolling over sideways when turning a sharp 

corner. This would be achieved by reducing 

the steering input from the driver when the 

vehicle rolls too far or the lateral 

acceleration becomes too high. This feature 

would be of particular use on large-scale 

off-road vehicles as they tend to roll over 

easily. 

3. Hardware 

The initial step in the design of the stability 

control device was finding suitable hardware 

on which to implement and test the 

controller. The device should be able to 

monitor inputs from the user and, if needed, 

modify them to maintain stability. 

Therefore, the optimal place to install the 

device is between the receiver and the servo 

and ESC as shown in Figure 1. 

Transmitter Receiver 
Device 

Servo 

Speed Controller 

Angular Position 

of Vehicle  
Figure 1: Stability Feedback Control [2, 3] 
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Microcontroller and Sensors 

At the heart of the device, a microcomputer 

was required to read input from the user and 

various sensors, perform calculations to 

determine the stability of the vehicle and 

create an output signal to stabilise the 

vehicle if required. Inertial sensors were 

necessary to sense the angular position of 

the vehicle. 

The Ardupilot Mega, an open-source 

prototyping platform for hobby autopilots 

was chosen as it contains an ATmega 2560 

microcontroller, 3-axis accelerometer and 3-

axis gyro sensor, making it perfect for this 

project. As it is open-source, there is a large 

community surrounding the Ardupilot 

providing many useful libraries. 

Test Vehicle   

A test vehicle was required to mount the 

device to and test its performance. The 

Traxxas 1/16
 
eRevo (shown in Figure 2) was 

chosen for this purpose because of its high 

quality, compact size and high performance. 

The vehicle’s high power makes it very 

unstable, making it the perfect test bed for 

stability control system. 

 
Figure 1: Traxxas 1/16 eRevo VXL 

 

A bracket to mount the ardupilot on the 

vehicle was designed and 3d printed in PLA 

plastic. 

Wireless Feedback 

In order to provide online feedback when 

tuning the controller, wireless-enabled 

hardware was required. Of the many 

wireless products available, the XBee Pro 

2.4 GHz wireless module was chosen for its 

long range, adequate bandwidth and ease of 

use. One XBee module was installed on the 

vehicle and another is able to communicate 

with a computer over USB. 

4. Software 

The ATmega microcontroller on the 

Ardupilot is programmed in C++ using the 

Arduino IDE (integrated development 

environment). Given that C++ is an object-

oriented language, classes were used, 

making the code easier to use and read. The 

code developed for this project utilises some 

open-source libraries created as part of the 

Ardupilot project. 

Determining Angular Position 

The first software goal was to find a way to 

keep a constant estimate of the vehicle’s 

angular position, given the gyro and 

accelerometer data. The direct cosine matrix 

(DCM) method is ideal for implementation 

on a microcontroller as it is much less 

computationally intensive than a Kalman 

Filter approach [4]. The authors of the DCM 

paper are also contributors to the Ardupilot 

project and have created a library for the use 

of this algorithm on the Ardupilot Mega 

board. 

Wireless Feedback and User Interface 

In order to test the performance of the 

device and debug problems, a wireless 

communication protocol was developed to 

allow data from the vehicle to be displayed 

graphically on a computer. To achieve this, 

the XBee radios were used as a wireless data 

bridge between the device and the computer. 

A program was written in C# to interpret 

this data and display it in a graphical format 

in real time. 

5. Stability Control Implementation 

Modelling and controlling instability is the 

main focus of this project. For each of the 

three goal features, the conditions that result 

in instability were analysed, a mathematical 

model of the vehicle and controller during 

the instability was developed and tuned and 
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controllers were then implemented and 

tested on the actual vehicle. 

Mid-Air Levelling 

This feature is concerned with taking control 

of the throttle and accelerating or 

decelerating the wheels to cause the vehicle 

to always land upright. This is made 

possible by the rotational inertia of the 

wheels; when the wheels are accelerated in 

one direction, the vehicle will accelerate in 

the other. 

Free-Fall Detection 

In order to level the vehicle, the controller 

must first be able to determine when it is in 

the air. The best way to achieve this is to 

examine the net acceleration on the vehicle; 

in free-fall, the IMU should report zero 

acceleration. However this can only happen 

under perfect conditions, so tests were 

performed to determine an appropriate 

threshold value to determine when the 

vehicle is in free-fall. It was found that a 

threshold value of 5.4ms
-2 

allowed the 

controller to accurately determine when it 

was in free-fall without false triggering. 

Modelling of Controller and Vehicle 

For the purposes of this feature, the vehicle 

can be modelled as a single input, single 

output system. The throttle value sent to the 

speed controller is the sole input and 

influences the output (the pitch of the 

vehicle). A PID controller was chosen to 

calculate the correct throttle value at any 

time because it is traditionally regarded as 

the best feedback controller to use when a 

process or machine is not fully understood 

[5]. 

A simplified model of the vehicle and 

controller system (shown in Figure 3) was 

created in Simulink to estimate appropriate 

gain values for the controller. 

 
Figure 2:  System Model 

 

The model requires various parameters 

specific to the vehicle such as rotational 

inertia and the torque/throttle curve of the 

motor. These were determined 

experimentally as no data was available. 

The simulated controller was tuned by 

simulating the system’s response to a variety 

of initial pitch and motor speed conditions. 

The response of the system was assessed 

based on its settling time and its robustness 

with regard to the varying initial conditions. 

Implemented Controller 

The implemented controller follows the 

same general control scheme as described 

for the simulation. The control system 

utilizes a PID controller to calculate a 

throttle control value from the pitch of the 

car. 

The controller was tuned using the 

simulation as a starting point. The response 

was then refined further using manual 

tuning. The response of the motor was 

assessed using a drop test where the car is 

dropped with an initial pitch offset. 

Pitch Stability 

This feature is concerned with limiting the 

throttle to maintain pitch stability during 

heavy acceleration and braking. 

Modelling of Vehicle 

The kinematics of the car make it 

impractical to create an analytical model of 

the car in loop with the controller. This is 
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because each wheel is able to rotate and 

deflect independently of the others. 
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Figure 3:  Pitch Instability 

 

Instead of creating an analytical model of 

the system, experimental data along with 

static kinematic analysis was used. From 

experimentation, it was found that the pitch 

can become unstable very quickly. As 

Figure 4 shows, the car can completely flip 

within as little as 150ms. 

Implemented Controller 

Because the pitch can become unstable so 

quickly, the most suitable controller would 

be one that calculates a safe range of throttle 

values to maintain stability rather than one 

that attempts to regain stability after 

instability occurs. 

Two PID controllers were implemented for 

this controller. They each use the pitch of 

the car to calculate the minimum and 

maximum safe throttle values respectively. 

Roll Stability 

This feature is concerned with implementing 

active steering to maintain roll stability 

during heavy acceleration and braking.  

Modelling of Vehicle 

The kinematics of the car during roll 

instability are similar to that for pitch 

instability in that the system has too many 

degrees of freedom to easily model. 

Experimental data was used to obtain a 

better picture of what control options are 

available. As Figure 5 shows, the lateral 

acceleration spikes slightly before the car is 

about to roll over, a useful indicator of when 

the controller needs to step in. 

 
Figure 4:  Roll Instability 

 

Implemented Controller 

A controller was then designed to take 

control of the steering signal and prevent 

rollover. A PID controller with various gains 

was trialled, but this was found to be too 

intrusive in modifying the steering inputs, 

resulting in poor steering performance and a 

“sluggish” feel. Instead, a simple “step” 

controller was implemented that simply 

turns the wheels in the opposite direction 

once a certain lateral acceleration threshold 

is reached. This threshold was determined 

by making sharp turns on a high-friction 

surface (carpet). 

6. Results & Discussion 

Results from all of the tests were very 

successful, with drivability greatly 

increased. While it is clear that all three 

functions function well, the overall increase 

in performance of the vehicle has not yet 

been quantified. Individual results are 

discussed below. 

 

Mid-Air Levelling 

Figure 7 shows the response obtained from 

throwing the vehicle in the air upside down 

(as simulated in the model). The graph 

contains data from five separate runs. When 

compared to the response shown in Figure 6, 

the experimental response is very similar. 

This shows that the vehicle is able to right 

itself very quickly (within 800 ms). 
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Figure 5: Simulated Pitch Response 

 

This feature was also tested in a “real world” 

environment by driving the vehicle over 

jumps at high speed. While the data gained 

from this testing was too variable to 

compare separate runs (due to variations in 

approach speed and ramp angle), the vehicle 

was able to land successfully in 85% of the 

tests performed. 

 
Figure 6: Implemented Pitch Response 

 

Pitch Stability 

Results from tests on the vehicle show that 

the controller does an excellent job of 

preventing rollover. Figure 8 shows the 

pitch angle of the vehicle when the driver 

attempts to take off at full throttle. There is 

some noise in the pitch readings caused by 

small bumps on the ground but it can clearly 

be seen that the angle of the vehicle never 

exceeds 25 degrees. 
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Figure 7: Implemented Roll Response 

Roll Stability 

Tests performed on the vehicle show that 

while the controller used to implement this 

feature may be relatively crude, it is very 

successful at preventing rollover. Figure 9 

shows data collected when attempting to roll 

the vehicle by cornering quickly on a high-

friction surface (carpet). 

 
Figure 8:  Implemented Pitch Response 

 

 
Figure 9:  Pitch Control Values 

 

Slightly before 400ms, Figure 9 indicates 

that the lateral acceleration exceeds the 

threshold of 14m/s
2
 and the controller is 

activated. Figure 10 shows that this causes 

the wheels to be turned in the opposite 

direction in order to stop the vehicle rolling. 

The steering value then oscillates between 

the two extremes, decreasing the angle of 

the wheels. Figure 9 shows that the vehicle 

does not roll over; the roll angle of the 

vehicle never exceeds 11 degrees. 

The rapid oscillation of the steering value 

shown in Figure 10 appears undesirable, but 

as the steering servo responds relatively 

slowly, it acts as a filter and the signals sent 

to it are averaged. 
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Overall Drivability 

Perhaps the most impressive result from 

driving the vehicle with the controller 

enabled is the overall increase in drivability, 

especially on high-grip surfaces such as 

tarmac. The rollover protection allows the 

driver to accelerate, decelerate and corner at 

the maximum possible rate without fear of 

flipping the vehicle breaking expensive 

parts. The mid-air levelling feature allows 

the vehicle to automatically land upright 

when driven over jumps. 

7. Conclusions 

 The stability control system produced 

greatly improved the drivability of the 

test vehicle, though this has yet to be 

quantified. 

 This increase in stability control 

performance is supported by test results. 

 All of the criteria for a successful design 

were met. 

 Mathematical modelling and analysis of 

the three features was successful and 

assisted in the design of a successful 

controller. 

 The test vehicle and device are suitable 

for further development of the stability 

control system. 
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Intelligent Mecanum Wheeled Mobile Robot 

Andrew Creegan, Dominique Thomas 

The University of Auckland, 

Department of Mechanical Engineering, 

Mechatronics Engineering, 

New Zealand 
 

 

Abstract:  

In this article, we present our new autonomous mecanum wheeled robot and our subsequent 

research, and discuss our findings concerning the robot’s performance and research potential. 

The robot’s mecanum wheels give it omni-directional movement, a property which affords it 

significant advantages over traditional wheeled industrial robots. We aimed to create a robot able 

to localize within a known map, plan paths around obstacles, and take instructions wirelessly 

from a PC user interface. We constructed a kinematic model of the motion of the robot, and 

developed a Kalman Filter for localization using the motion model and infrared range sensors. 

For path planning, we developed a hybrid graph search algorithm based on A*. The robot was 

able to take instructions from the computer interface and plan optimum paths in a variety of map 

types. The robot achieved a localization error of slightly over half a centimetre. 

 

Keywords: Mecanum Wheels, Kalman Filter Localization, Path Planning  
 

1. Introduction 

We proposed to create an autonomous 

mecanum wheeled robot for research into 

industrial applications. The purpose of the 

robot was both to contribute to the body of 

research in this area, and to create a platform 

for continued development. 

 

We reviewed past and current literature on 

mecanum robots in order to develop an 

appropriate set of objectives. We then 

designed, built and tested a robot, and 

collected data on its performance. 

 

This article will cover the design of the 

robot, including software and modelling. In 

addition, it will detail our tests of the robot’s 

performance, and discuss the results we 

have achieved.  

 

2. Mechatronics Design 

We selected sensors, microcontrollers and 

motors based on our design objectives. We 

then designed the main body and physical 

structure of the robot with consideration to 

the 3D printing equipment available to us. 

 

We used an Arduino Mega 2560 R3 as the 

main controller for our robot, with shields 

for attaching our motors and sensors. 

 

We used eight Sharp GP2Y0A21YK[1] 

infrared sensors to provide measurements 

for localization.  

 

We designed the physical structure of the 

robot to be 3D printable. The Mecanum 

wheels and chassis were taken from Diegel’s 

OddBot,[2] an open source Mecanum 

wheeled robot design, and printed by 

selective laser sintering. The remaining parts 

were designed to fit the electronics of our 

robot, and printed by fused deposition 

modelling with Rep Rap 3D printers. 

 

We used four servo motors, one attached to 

each wheel, to drive the robot. For 
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communication with the PC, we used a RN 

XV WiFly module, a communications 

module capable of standard WiFi. 

 

An exploded view of the design is shown 

below. 

 

 
Figure 1: 

 

3. Localization 

We required a model relating desired robot 

motion to required wheel velocities, and one 

relating known wheel velocities with total 

robot motion, known as backward and 

forward kinematic models respectively. 

 

 
Figure 2: 

Angles   are between the wheel plane and 

the X axis,   are the deviation between the 

wheel axis and the line from the wheel 

centre to the origin, and   are the angles of 

the rollers in relation to the wheel plane. 

 

𝐽 = 𝑟 cos( ) 
 

𝐽 
 = [

sin( +  +  )

− cos( +  +  )

−𝐿 cos( +  )
]     

 

𝐽 ζ̇ − 𝐽 �̇� = 0 
 

ζ̇  represents the total motion of the robot, 

and �̇� the angular velocities of the wheels. 

 

Therefore we found the backward model to 

be: 

�̇� = 𝐽 
  𝐽 ζ̇  

 
 

And the forward model to be: 

 

ζ̇ =  
  ( )(𝐽 

 𝐽 )
  𝐽 

 𝐽 �̇� 
 

 

We used a Kalman filter to combine 

odometry with exteroceptive sensor readings 

for localization. 
 

In traditional applications of the Kalman 

Filter, many raw points are detected using a 

scanning laser range finder. These points are 

used to construct geometric features that 

serve as measurements which are then 

compared with a map. In our case, due to the 

nature of our exteroceptive sensors, this 

approach is infeasible. Our range sensors 

provide only a single point each, and 

therefore do not provide the resolution 

required to extract features from the 

environment. Instead, our readings consist 

of single points in space, from the robot’s 

reference frame. Because all “feature” then 

consist of a single point only, care must be 
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taken to compare the sensor readings with 

the correct features on the map. The 

advantage of this approach is that a scanning 

laser range finder is not required, greatly 

reducing the cost of the robot. 

 

4. Path Planning 

 

The algorithm combines a potential field 

with a depth first path finding algorithm to 

produce a one-pass path planning algorithm. 

The generated path is a combination of the 

shortest and most energy efficient path. A 

cost function is used to evaluate the best step 

to take to generate the best path.  

The final cost function is then: 

    = (        +            + 

+           )    

where; 

    n      are adjustable weightings 

       n           are the potential 

field weights 

M is a constant move penalty  

           is the heuristic term 

representing predicted new distance to 

goal. It is calculated using the Manhattan 

distance:  

                  
=   𝑟              
+   𝑟                 

B is an added bonus if the direction is 

maintained. It only applies if the previous 

direction matches the current direction.  

 

 

5. Modelling and Experimental 

Procedures 

We tested the response of our servos for a 

range of control inputs to determine the 

relationship between control input and 

actual angular velocity exhibited by the 

servos.  

 

We took measurements with the servos 

powered at 5V, our operating voltage. For 

each control input, we timed the servos for 

10 revolutions. We graphed this data to view 

the response. The plot is shown below. 

Figure 3: 

 

The response appeared distinctly sigmoid in 

shape. We modelled the response using the 

logistic function:  =  ( +    )⁄ . 

 

The response was centred at zero, and 

positive and negative had approximately 

equal maxima. 

 

The negative response appeared 

considerably less smooth than the positive 

response, but still fit the model reasonably 

well. 

 

We tested the response of the range sensors 

for a range of distances. The datasheet 

provided the shape of the response but not a 

fitted model. 

We took samples for distances of 0mm to 

300mm. Since the sensor readings are 

discrete random variables, we took 30 

samples for each distance. Since the sensors 

are affected by hysteresis, we moved the 

sensor only in one direction during sampling 

(i.e. we only moved the sensor forward to 

the next distance, and did not remove it for 

the entire test). A graph of the response is 

shown below. 
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Figure 4: 

 

The shape of the response was similar to that 

in the datasheet. The ranger exhibited a dead 

zone below 50mm which we did not include 

in our model. 

 

We modelled the response with an 

exponential function:  =   . 

 

We designed an experimental procedure to 

quantify performance of the robot’s 

localization and position control. We aimed 

to collect data to determine precision and 

accuracy of both localization and position 

control. 

 

We measured localization performance by 

measuring the robot’s actual location in the 

map and comparing this with the robot’s 

calculated position. 

 

We measured position control performance 

by calculating the difference between the 

robot’s actual measured location and the 

position set point. 

 

We carried out this simple procedure 30 

times to collect significant data. 

 

- Set the robot in a simple map with 

square walls of 40cm*40cm. 

- Set the position set point at one 

corner (position (85,85) with the 

square in the maximum corner of a 

100*100 map) 

- Using remote control, disabled 

position control and drove the robot 

manually around the map in a 

random fashion. 

- Re-enabled position control, with the 

same set point, causing the robot to 

return to the corner. 

- Measured the robot’s x and y 

location. We used a tape measure for 

this purpose. 

- Took an average x and y reading 

from the robot using serial over 

USB. We took an average of 20 

readings over 10 seconds.  

 

We calculated the additive error from our 

measurements to be was 2mm. The 

precision of the tape measure we used for 

measurements was 1mm, and the robot also 

fluctuated by approximately 1mm when 

stopped, due to the action of the servos. The 

fluctuations within our measured locations 

of the robot when it had come to a stop at 

the set point were all within 2mm. We 

therefore concluded that distinction between 

the measurements was meaningless. A 

correlation coefficient of 0.025 between 

measured locations and localization 

locations confirmed this. We therefore 

proceeded by using the mean of our 

measured locations.  

 

We removed one outlying data point from 

our consideration. 

 

The testing procedure provided ideal 

conditions for the robot’s localization. The 

data collected is not representative of a 

situation where the robot had little or no 

sensory input from the range sensors. 
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6. Results and Discussion 

The kinematic model of the mecanum robot 

was successful. Complex motion control 

was achieved both in simulation and in 

practice. For our robot, we found the 

backward and forward kinematic models 

respectively to be: 
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Modelling of the control input response of 

the servo motors was successful. We 

developed a transform to control and 

determine wheel velocity in useful terms. 

This was necessary for both the Kalman 

filter and the complex motion control. The 

transform was  = (  0  +        ) −  ⁄ . 

 

Modelling of the response of the sharp range 

sensors was successful, allowing 

interpretation of their response in useful 

terms. This was necessary for the Kalman 

filter. The transform was  =            . 

 

The robot used both control input and the 

sharp range sensors for localization. Because 

of this, localization could be continued even 

when no data was available from the 

sensors. For an ideal case, localization was 

tested:  

At 95% confidence, we found that the 

precision of the localization in the x 

direction was  0.03cm and that the 

precision of the localization in the y 

direction was  0.07cm. 

 

The y-direction precision was considerably 

worse than that in the x direction. 

 

The reliability of these statistics may be 

decreased by a certain factor in the 

experimental procedure. Because 

localization readings were taken as averages, 

the spread of the sampled values would 

likely be less, resulting in higher calculated 

precision. The localization readings were 

taken as an average because the readings 

fluctuated during the measurement process, 

and a reading corresponding exactly with the 

measurement could not be found. A faster 

measurement tool would be required to 

mitigate this effect. This effect should not 

decrease the reliability of the localization 

accuracy statistics. 
 

At 95% confidence, we found that the 

accuracy of the localization in the x 

direction was between  

-0.62cm and -0.57cm, and that the accuracy 

of the localization in the y direction was 

between  

-0.80cm and -0.66cm. 

 

For both x and y directions, the accuracy of 

the robot’s localization was slightly over 

half a centimetre in error. The accuracy in 

the y direction was slightly higher in error 

than that in the x direction. 

 

This is the best measure of the performance 

of the robot’s localization. It shows fair 

performance considering the overall nature 

of the robot. 

 

The robot was able to successfully plan 

paths avoiding a variety of obstacles. A 

summary of maps in which the robot could 

successfully plan paths is shown below 
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Figure 5: 

 

7. Conclusions 

Overall, the project was a success. We 

achieved meaningful results, and the robot 

would be an effective platform for future 

research. Specifically: 

 
i. The Arduino mega proved to be an 

adequate microcontroller for all the 
required tasks 

ii. The Kalman Filter worked well using 
range sensors and control input. 
Inertial position data could be 
added, but has considerable 
integration error. Inertial heading 
data could be added if interference 
problems were resolved. 

iii. Path planning works well in a range 
of map types, and calculates 
optimum paths based on both 
shortest distance and lowest 
energy. 

iv. Proportional control for position 
works well but could be improved 
to a more complex control scheme. 
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Abstract  

Dielectric Electroactive Polymers (DEAPs) are a class of smart materials which are light weight 

as well as highly compliant. While the material’s potential applications include, actuation, 

sensing and energy harvesting current research efforts have mainly been focused on its use as an 

artificial muscle. The aim of this research was to therefore investigate the viability of DEAP as a 

large strain sensor. Testing of the sensor’s capacitive response to strain yielded promising results 

where the material exhibited linear response, negligible hysteresis and good sensitivity with an 

average gauge factor of 1.46. When applied in the closed-loop control of an air muscle, the 

sensor was able to provide position feedback within 1.24mm accuracy during steady-state. 

However, drawbacks in the sensor were found to include susceptibility to mechanical wear and 

lag. 

 

Keywords:  Danfoss PolyPower
®
 A/S, PolyPower

®
 DEAP, Large strain sensor, Air muscle   

 
 

1. Introduction 

Strain sensing is an essential technique in 

the field of engineering and science. 

However, conventional metal foil and 

semiconductor strain sensors are only 

capable of measuring strains of up to ±5% 

[1]. As such, they are ill suited for low-

stiffness, high strain environments that 

characterise many robotics and biomedical 

applications [2]. 

 

Dielectric Electroactive Polymers (DEAP) 

has since been identified as a potential 

candidate for large strain sensing 

applications due to their light weight and 

high strain capabilities [3]. When used as 

sensors, DEAP materials fundamentally act 

as variable capacitors and are formed by a 

passive elastomer film sandwiched between 

two compliant electrodes. Capacitance of the 

material is altered when it is subjected to 

mechanical strain where the thickness of the 

polymer is compressed and the area of the 

material is expanded. 

 

2. PolyPower DEAP 

The PolyPower DEAP manufactured by 

Danfoss PolyPower
®
 A/S is a fairly new 

product. The main difference between 

PolyPower and other DEAPs is its micro-

corrugated surface with a sinusoidal profile 

which makes one plane stiffer than the other 

[4].  As a result the material is noncompliant 

along the direction of the corrugation but 

highly compliant in the direction across the 

corrugations. As an actuator, this results in 

deformation occurring in only one direction 

while as a sensor, the material’s compliancy 

in only one direction results in a linear 

output when strain is kept within 30%. The 
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corrugated profile as well as the material’s 

response to strain is depicted in Figure 1.  

 
 

Figure 1: Corrugated profile of PolyPower DEAP 

(retrieved from [4]) 

 

3. Sample Preparation 

In the preparation of the required samples, 

the training guidelines provided by the 

Danfoss PolyPower website were adhered 

to. To minimise damage to the electrodes 

during sample preparation, rubber gloves 

were worn.  

 

First, a template of the required sample size 

was cut from paper or cardboard. This 

template is then used to cut the sample from 

the main roll of material. To produce 

samples of various sizes, a hobby or utility 

knife was used to cut the material. The knife 

must be sharp such that the cuts are clean 

and the opposite electrodes are not fused 

together at the edges of the sample. Fused 

edges results in the sample shorting and loss 

of its capacitive behaviour and in this case, 

the edges must either be re-cut or have the 

electrode material removed in that region. 

  

Next, passive regions must be created at the 

opposite ends of the sample. A passive 

region is where there is only one electrode 

layer on the material as opposed to electrode 

layers on both sides. These passive regions 

are required so that the material can be 

clamped and electrical connections can be 

made. It is important that the material only 

be clamped in the passive regions as it 

prevents the reduced thickness of the 

clamped areas from affecting the overall 

capacitance of the material. Electrical 

connections must also be made to both 

electrode layers of the sample; therefore the 

ends of the sample must have the opposite 

electrode layer removed as shown in Figure 

2. To create the passive regions, the 

electrode layers on one side may be etched 

away using a 5% NaClO aqueous solution 

and in this case, standard household bleach 

was used.  

 

 
Figure 2:  Illustration of PolyPower DEAP mounting 

 

4. Capacitance to Voltage Converter 

The capacitances of the samples were 

proven to be in the picofarad range by a 

multimeter. Therefore, an accurate means of 

measuring capacitance at this range was 

required. It was also necessary to convert 

these capacitances to an electrical signal 

measureable by a data acquisition (DAQ) 

card. As such, an indirect capacitance to 

voltage converter was constructed. A 

number of different measurement methods 

had been proposed by Amer [5] and a 

converter was chosen base on his findings. 

The particular design was selected due to its 

linearity, high resolution, low cost and ease 

of construction.  

 

5. Test Equipment 

In order to perform the characterisation of 

the material, a linear straining rig was 

utilised. This rig incorporates a stepper 

motor to drive a platform back and forth 

while a linear potentiometer provides 

position feedback. Thus, using this platform, 
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the strain on the test material may be 

controlled. 

 

 
 

Figure 3:  Linear strain test platform 

 

An air muscle test platform was also utilised 

in order to test the viability of the DEAP 

material for real world applications. The air 

muscle itself is controlled by an SMC ITV-

0030 3BS solenoid valve with 4 bar of 

pressure supplied to it by an air compressor. 

With a maximum input signal of 10V sent to 

the solenoid valve, the air muscle is capable 

of contracting up to 16mm. A Banner L-

Gage laser displacement sensor provides the 

actual position feedback for the air muscle. 

This way, the accuracy of the DEAP sensor 

can be determined by comparing its output 

position reading with the position feedback 

provided by the laser sensor. 

 

 
Figure 4: Air muscle control test platform 

 

6. Results and Discussions 

6.1 Capacitive Response 

Initial cyclic testing of the material showed 

that the material had a relatively high gauge 

factor and strong linearity (Figure 5a, Figure 

5b). To understand whether sensor 

performance would vary with sample size 

three samples were created with different 

dimensions and then subjected to three 

cyclic tests each. An average gauge factor of 

1.46 was calculated from the 3 samples with 

minimum variation.  

 

Hysteresis was shown to be minimal and in 

some cases, it is almost negligible as shown 

in Figure 5b. To test the DEAP sensor’s 

stability and repeatability a new sample of 

size 20 by 50mm was created and subjected 

to an extended step-and-hold test. As Figure 

5c shows, the output of the material is 

shown to decrease as it is subjected to more 

cycles. After 1000 cycles, the baseline 

capacitance decreased by 6%. Meaning in a 

practical application, the absolute 

capacitance would produce less accurate 

readings over time if this drift is not 

compensated for. The gauge factor of the 

material however, remains similar. The use 

of relative change in capacitance (Figure 5d) 

shown to produce more stable characteristic 

over 1000 cycles.  

 

Air Muscle Control 

As the DEAP’s capacitive characteristics 

were suitable, its application potential was 

then tested by implementing it to provide 

position feedback in the air muscle platform.  

 

To test the performance of the tuned PID 

controller with a PolyPower
®
 DEAP sensor 

in the feedback loop, 10 consecutive tests 

were conducted. A staircase reference signal 

was used to elongate the air muscle in steps 

of 4 mm then return it to its initial position. 

With the PID controller tuned, the PID 

controller was able to perform to an 

acceptable level. From Figure 6a, there 

appears to be minimum steady state error 

and overshoot. The PID controller was noted 

to perform better during elongation of the 
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muscle and this is due to the nonlinear 

nature of the air muscle.  

 

 

 

 

  

  

  

Figure 5:  Performance of air muscle PID controller with PolyPower
®
 DEAP feedback (a) Air muscle controller 

response (b) Maximum error between PolyPower
®
 DEAP sensor and laser reading 

Figure 6: Capacitive performance characteristics of PolyPower
®
 DEAP (a) Capacitive performance when 

undergoing 30% cyclic strain (b) Relationship between strain and relative change in capacitance (c) Capacitance 

“step and hold” profile over 1000 cycles (d) Relative change in capacitance “step-and-hold” profile 

(b)  (a)  

(b)  

(d)  (c)  

(a)  
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From the ten consecutive tests, the 

maximum error between the laser and DEAP 

readings ranged between 1.8 and 2.9 mm 

(Figure 6b). From Figure 7a, error spikes 

were noted to occur during transition points 

where the PolyPower
®
 DEAP film reading 

lags the laser sensor reading. This delay in 

output was attributed to a limitation of the 

capacitance-to-voltage converter. However, 

when the data where the transition points 

were disregarded, the maximum steady state 

errors was found to range from 0.8 to 

1.25mm (Figure 7b).  

 

Conclusions 

i. The air muscle controller was able to 

monitor the length of the air muscle 

with satisfactory accuracy. This 

shows promising potential for the 

PolyPower
®
 DEAP material in large 

strain sensor applications. 

ii. Characterisation of the PolyPower
®
 

DEAP found that the material had an 

average gauge factor of 1.46 and 

showed promising stability when the 

relative change in capacitance was 

accounted. 

iii. The disadvantage of the PolyPower
®
 

DEAP was the slight hysteresis and 

susceptibility to mechanical wear. 
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Abstract:  

The aim of this project was to improve the obstacle avoidance capability of an existing 

Autonomous Guided Vehicle (AGV) developed by The University of Auckland by upgrading the 

Microcontroller Unit (MCU) and implementing a more robust obstacle avoidance algorithm 

(OAA). The OAA developed was based on the Vector Polar Histogram + (VPH+) algorithm [1] 

with reduced calculations so it can be processed on a 32 bit, 60MHz AVR MCU. Two rotary 

encoders were added to measure the speed of the AGV and using it as an input for the OAA for 

the AGV to change the avoidance behaviour according to the speed. In addition, the OAA has 

new functions of obstacle grouping and path costing. The resultant AGV is able to recognise 

obstacles belonging to the same group as a single object, and travel towards an optimal heading 

to avoid the obstacles. 

 

Keywords: Autonomous Guided Vehicle (AGV), Obstacle Avoidance Algorithm (OAA), laser 

range finder, motion control 

 
 

1. Introduction 

An Autonomous Guided Vehicle is a mobile 

robot that is capable of moving unsupervised 

in real-world environments. Today’s AGVs 

are capable of recognising its environment, 

localising itself in the environment and 

planning its path to the goal point [2]. This 

has enabled the mobile robots to be 

unconstrained from repetitive industrial 

applications and extend over to other various 

different fields. Some of the applications for 

AGVs nowadays include space exploration 

such as Mars Exploration Rover [3], 

residential uses such as automatic vacuum 

cleaner and service industry where AGVs 

are used as guides for tourists. 

 

This project is a continuation of the AGV 

project started in 2005 by the Mechanical 

Engineering Department of the University of 

Auckland. Specific focus is given to the 

real-time obstacle avoidance capability of 

the AGV using a laser range finder.  

 

2. Hardware Architecture 
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3 

Figure 1: Hardware Architecture 
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1. Laser Range Finder: scans 190° in front 

and returns a distance value every 0.36° 

2. Quadrature Encoders: read wheel speed 

and rotation direction 

3. Bluetooth Modem: wirelessly transmits 

data from AGV to computer 

4. Microcontroller: controller of the AGV 

system 

5. Motor Driver: amplifies Pulse Width 

Modulated signal and controls the direction 

of rotation of the motors. 

6. DC Motors: drive rear wheels 

 

The LRF is the perception element of the 

AGV system. It provides the environmental 

data to the MCU to determine where the 

objects are in the environment. The two 

encoders reads the motion of the two front 

wheels and provide a speed reading for the 

OAA to determine a safety distance the 

AGV must keep from the objects in the 

environment. 

 

The MCU calculates a best heading using 

the OAA and the sensor inputs, and outputs 

a Pulse Width Modulated (PWM) signal and 

directional signals to the motor driver circuit 

to actuate the desired motion. 

 

The Bluetooth module attached to the MCU 

can send data to be printed on a PC screen. 

This is used for debugging as it can show 

the internal program status of the AGV 

remotely. 

 

3. Software Architecture 

The centre of the software process is the  

OAA, it takes in two sensor readings, one of 

the environment and one of the speed of the 

AGV. The LRF scans a 190° angle to the 

front and returns an encoded distance value 

for approximately every 0.36°. These 

distance data are decoded by the decoder 

function which also filters out the other 

unnecessary information returned by the 

LRF. The other input comes from the 

encoders. The MCU times the output edges 

of the encoders to give a speed reading and a 

corresponding safety distance to the current 

speed is passed to the OAA. 

 

The OAA uses the safety distance to 

determine the obstacles and free paths 

within the environment and uses a cost 

function to find the best angle to travel to. 

The angular heading direction is then passed 

to the motion control function which 

generates two Pulse Width Modulated 

waves to control the power of the two rear 

driving wheels and actuate the desired 

motion. 

 
 

 

 

 

Obstacle Avoidance Algorithm 

The OAA consists of three main steps:  

1. Obstacle identification and grouping 

2. Gap and heading identification 

3. Costing 

 

Figure 2: Software Architecture 
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1.  Obstacle identification and grouping 

The OAA first generates a polar histogram 

of the environment as shown in Figure 3 

where the y-axis is the distance of the 

scanned point and the x-axis is the angle 

around the LRF. The safety distance is 

shown on Figure 3 as the red line, the 

greater the speed the AGV is travelling, the 

larger the safety distance. 

 

Objects in the environment are considered 

obstacles when their distance is closer than 

the safety distance, as the safety distance 

increases with the travelling speed, the AGV 

would consider objects that are further away 

as obstacles and start the avoidance 

manoeuvre earlier when it is travelling 

faster.  

 

After the initial obstacle points are 

identified, the OAA will group the 

remaining distance points that are within 

close proximity of a neighbouring obstacle 

point into the same obstacle block. The 

grouping process essentially recognises 

groups of obstacle points as individual 

obstacle objects, this gives the advantage of 

predicting where obstacles will appear if the 

AGV kept travelling done a particular path. 

The grouping in the OAA was simply 

implemented as checking if the difference in 

distance of the neighbouring distance point 

to an obstacle point is less than 200mm, if it 

is then it is now also considered as an 

obstacle point and its neighbouring points 

will be checked. The effect of grouping can 

be seen from the area circled in green on 

Figure 3. The distance points in the circle 

are above the safety threshold distance but 

are considered as obstacles in Figure 4. 

 
 

 

 

 
 

 

 

2.  Gap and heading identification 

The gaps in the environment are further 

refined down to gaps big enough for the 

AGV to pass through. This was done by 

implementing an angular threshold on how 

wide the gaps must be. Once the available 

gaps are refined, the angular headings for 

each of the gaps are found as the minimum 

angular deviation required for the AGV to 

pass through that gap. Figure 5 shows Figure 

4 after eliminating the gaps that are too 

small for the AGV to fit through and the 

optimal heading in red for the remaining 

gap. 

Figure 3: Raw distance data vs angle 

Figure 4: Binary polar histogram showing grouped 
obstacles (1=obstacles, 0=gap) 
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3.  Costing 

The cost function of the OAA generates a 

cost for each of the possible headings 

according to the gap size and the angle 

deviation that is required. The heading that 

has the highest cost is seen as the optimal 

path and would be chosen and actuated. The 

cost function has a constant weight assigned 

to the gap size and the angle deviation, so 

that bigger gap size and smaller angular 

deviation would be favoured. 

 

The cost function implemented on the AGV 

is as shown: 

 
Equation 1: Cost function 

 
 

The weight constants can be changed so the 

AGV would favour the bigger gap or the gap 

that requires less turning as required in the 

used environment. 

 

Motion Control 

The final chosen heading of the AGV is 

actuated by outputting two separate PWM 

waves to the two rear motors. The difference 

in the power of the rear motors would allow 

the rotation and speed of the AGV to be 

controlled to follow the desired heading. 

The possible heading angles of the AGV are 

divided into 7 sections, each with an 

associated PWM frequency and motor 

rotational direction. Table 1 shows the 

Angular sections and their associated PWM 

duty cycles and rotational directions. 

 
Table 1: Motion control with PWM 

 

The divisions in angle and the PWM duty 

cycle do not have to be very precise, as the 

AGV updates and corrects it course every 

200ms. 

 

4. Testing Results and Discussion 

The AGV was tested 30 times with and 

without the implemented speed 

measurement function under 6 different 

scenarios to test its performance.  

 

Simple Wall 

The AGV was started with a wall standing 

straight ahead of its path. The AGV was 

expected to avoid the wall by turning 90°. 

The AGV avoided the wall 100% regardless 

of the speed measurement function. No 

visible difference in performance was found. 

 

Gap 

The AGV was started facing a wall with a 

gap slightly on the left side of its path. The 

AGV was expected to pass through the gap 

and the AGV passed through the gap 100% 

regardless of the speed measurement 

function. No visible difference in 

performance was found. 

 

Dead End  

The AGV was tested in the environment 

shown in Figure 6. The expected path of the 

AGV is shown by the dashed arrow line. 

The AGV escaped the dead-end 100% with 

Heading 

angle 

PWM 

dutycycle 

Right wheel 

direction 

Left wheel 

direction 

> 90° 35% Backward Forward 

> 50° 32% Backward Forward 

> 15° 29% Backward Forward 

> -15° 30% Forward Forward 

> -50° 29% Forward Backward 

> -90° 32% Forward Backward 

Figure 5: Binary polar histogram after gap and 

heading identification 
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the speed measurement function, but it only 

escaped the dead-end 16 times without the 

function. The main reason for the failure 

was due to the AGV travelling too fast to the 

end and bumping into the obstacles before 

changing the direction.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Object Recognition 

The AGV was tested in the environment 

shown in Figure 7. The AGV was expected 

to turn 90° as shown by the dashed arrow 

line. This is because the AGV is 

programmed to group the obstacles together 

as one big obstacle. 

The AGV avoided the wall 100% regardless 

of the speed measurement function. No 

visible difference in performance was found. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Gap Selection 

This scenario tested the cost function. The 

AGV was placed in a corridor with two 

exits; one straight ahead with 500mm gap 

size and one on the right with 700mm gap 

size. Refer to Figure 8 for the obstacle 

layout. The AGV was expected to pass 

through the front gap with heavier weight on 

the heading direction and through the right 

gap with heavier weight on the gap size. The 

speed measurement function was not tested 

under this scenario. The AGV passed 

through the expected gap 100% in both 

cases. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Speed 

The obstacles were placed as shown in 

Figure 9. This test was performed to study 

the practicality of the installed encoders. 

This test was repeated 5 times with and 

without the speed measurement function. 

The times were recorded and averaged. With 

the speed measurement function, the AGV 

took 37.8 seconds on average to complete 

the course with 100% success rate. The 

AGV travelled smoothly in all trials. 

Without the measureSpeed() function, the 

AGV took 41.6 seconds on average with 

60% success rate. One phenomenon that was 

observed consistently was the oscillating 

motion of the AGV. The reason for this is 

the reduction in time for the microcontroller 

Figure 6: Dead end scenario set up 

Figure 7: Object recognition scenario set up 

Figure 8: Gap selection scenario set up 
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to cycle through the program once. This 

scenario shows that the introduction of the 

encoders to the AGV system has improved 

the AGV’s obstacle avoidance performance. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Conclusion 

i. A more powerful AVR Microcontroller 

Unit was implemented.  

ii. Simplified OAA based on VPH+ 

method with obstacle grouping and cost 

function was successfully implemented. 

iii. Developed encoder circuits were 

successful in improving the obstacle 

avoidance performance of the AGV. 

iv. The AGV is capable of avoiding the 

obstacles in any test scenarios with 

100% success rate when the speed 

measurement function is turned on.  
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Abstract:  

The University of Auckland has been developing a GPS guided Autonomous Ground Vehicle 

since 2005. Difficultly has been experienced in the past due to the steep learning curve 

associated with the NIOS II soft processor. The primary objective of this project was to replace 

this with an AVR 32. Interfacing of peripheral devices was accomplished using a new, custom 

designed, Printed Circuit Board (PCB). All hardware dependent code from previous years was 

rewritten to facilitate communication with the peripheral devices. The Host PC Terminal 

Software was also modified to provide functionality for ease of control and testing. 

 

Localisation and path tracking was accomplished using the Extended Kalman Filter (EKF) and 

Follow-the-Carrot (FTC) algorithms implemented in 2011. Modifications to, and retuning of, the 

EKF resulted in increased accuracy of the position estimates, and significantly improved path 

tracking performance. Linear and circular path tracking showed error reductions of 46%, and 

60%, respectively. 

 

Keywords: Autonomous Ground Vehicle, Kalman Filter, Path Tracking, AVR32  

 
 

1. Introduction 

The Department of Mechatronics 

Engineering at the University of Auckland 

has been developing a GPS guided 

autonomous ground vehicle (AGV) since 

2005. In 2011, the AGV platform consisted 

of a custom steel RC car chassis, which was 

controlled using an Altera FPGA based 

development board with the NIOS II 

software processor implemented into it. The 

system proved to be difficult to develop, as 

the NIOS software is difficult to use, 

required third party modules to perform to 

specifications and was limited in processing 

speed. Furthermore, as the FPGA board was 

not designed specifically for this purpose, a 

number of daughter-boards were required to 

integrate the various sensors and actuators.  

 

 

 

Objectives 

i. Replace the Altera DE II FPGA 

processor with an AVR based 

discrete microcontroller 

 

ii. Reproduce or exceed the path 

tracking and localisation 

performance demonstrated by the 

2011 AGV system 

 

iii. Simplify the implementation of 

additional hardware and software on 

the system 

 

2. Hardware Configuration 

 

Replacement of DE2 Development Board 

Prior to this year, control and path tracking 

was performed by a NIOS II soft processor, 

implemented on an Altera Cyclone II 2C35 

Field Programmable Gate Array, found on 
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the DEII Development and Education 

Board. To ensure the performance of the 

AGV was not significantly impacted, the 

selected microcontroller was required to 

have the same specifications as the FPGA 

of: 

i. 32-bit memory architecture. 

ii. Two, or more, Universal 

Synchronous Receiver Transmitter 

(UART) communication channels. 
iii. Hardware modules for interfacing 

sensors. 

iv. Universal Serial Bus (USB) support, 

for future integration with a laser 

scanner. 
 

The microchip chosen to replace the NIOS 

II processor is the AT32UC3B0256 (AVR 

32) microcontroller. This controller has 

comparable specifications to the NIOS II 

processor, and meets all the requirements 

stated above.  The AVR 32 provides 44 

General Purpose Input/Output (GPIO) pins, 

each of which can be used to trigger an 

external interrupt, or multiplexed to one of 

three other IO functions. 

 

Sensors and Interfaces 

While the majority of the sensors and 

actuators on the existing AGV system were 

directly compatible with the new AVR32, 

some of the components required additional 

hardware to communicate with the chip or 

replacing.  

 

Inertial Measurement Unit Replacement 

The existing Inertial Measurement Unit 

(IMU) was incompatible with the AVR32, 

due to the 2-axis accelerometer only being 

able to provide a PWM signal. As the 

AVR32 has a limited number of 

timer/counter modules available interpreting 

the PWM signal from the accelerometer 

through an input capture pin was considered 

very hardware intensive. The entire IMU 

board was replaced with a Spark Fun 

MPU6050 IMU break-out board, which 

incorporated a 3-axis accelerometer and 3-

axis rate gyroscope on the same chip. The 

MPU6050 is a smart sensor which utilises 

on-board 16 bit ADCs to gather the sensory 

data from the accelerometers and 

gyroscopes, communicating them over the 

I
2
C protocol.  

 

The IMU was interfaced to the AVR32 

through the Two Wire Interface (TWI) bus 

on-board the AVR32, acting as a slave unit. 

This allows the microprocessor to have 

direct access to the IMU’s registers, 

allowing the AVR32 to fetch the sensor data 

from the sensor when required, and reducing 

the load on the processor by eliminating the 

need to capture PWM waveforms or convert 

analogue signals through ADCs. 

 

Reconfiguring the Digital Compass 

 

The Devantech CMPS03 digital compass on 

the AGV had originally been interfaced with 

the DEII via a PWM signal, which for the 

same reasons as the accelerometer, was not a 

favourable interface for the AVR32. 

However, the digital compass had a second 

digital output in the form of an I
2
C serial 

interface, which allowed communication 

between the compass and the AVR32 

through the same TWI bus as the IMU. The 

AVR32 can directly access the registers in 

the PIC micro-controller on the compass to 

fetch the heading information, reducing the 

computation time required while increasing 

the resolution of the heading data. 

 

PCB Design 

Due to the change in microprocessor, a new 

signal distribution Printed Circuit Board 

(PCB) shown in Figure 1, was developed to 

interface all the power electronics, sensors 

and actuators with the AVR32. New power 

electronics circuitry was developed 

incorporating a preassembled 3A switch 
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mode buck regulator board, based on the 

LM2576 integrated circuit to step the 16.8V 

from the lithium ion battery down to 9V. 

LM338 and LD1117 linear regulators were 

used to step the voltage to 5V and 3.3V 

respectively.  

 

 
Figure 1: New Signal Distribution Board Design 

Final overview 

New fixtures and mounting points were 

made from acrylic sheets, resulting in the 

final implementation shown in Figure 2. 

This design is much lighter than previous 

years, primarily due to the reduced footprint 

of the AVR 32 and signal distribution board. 

The new AVR32 processor requires much 

less power to run, allowing more power to 

be delivered to the motor and steering servo, 

where it is needed most. Furthermore, the 

reduced weight reduces the current required 

to drive the vehicle, allowing the motor to 

run at full capacity without overheating the 

motor driver as it did in previous years’ 

implementations [1, 2]. 

  

 
Figure 2: Final AGV Implementation 

 

 

3. Software Development 

 

Hardware Dependent Code 

Hardware dependent code refers to code 

which accesses specific hardware modules 

of a microcontroller to perform certain tasks, 

and is therefore unique to each family of 

MCUs. As the AVR 32 does not have the 

same architecture, or instruction set, as the 

NIOS II processor used in previous years, all 

hardware dependent code had to be 

rewritten. The development of such code 

was performed using the Atmel Software 

Framework (ASF), which provides libraries 

of functions which can be used to 

communicate with, and utilise, the hardware 

modules on the AVR 32.  

 

I
2
C Communication Protocol 

The Inter-Integrated Communication (I
2
C) 

bus is a serial Two Wire Interface (TWI) 

communication protocol used for 

communication between two, or more, 

digital devices. This protocol allows the 

AVR 32 to act as the master device and 

communicate with the compass and IMU, 

configured as slaves, on the same serial bus.  

 

Modification of Host PC Terminal Program 

The Host PC Terminal Program, developed 

by Cheuk [3], is used to communicate with, 

and control the AGV. The software is 

implemented in C#, using the Windows 

Presentation Foundation, which provides 

much of the necessary library functions 

needed for communication and creation of a 

GUI. This year, the program, was modified 

to provide functionality previously available 

on the DE2 board. This included the ability 

to modify states and gains related to the 

operation of the vehicle. A new Path 

Tracking window was also implemented, to 

provide the user with the ability to load and 

save path lists to file, to facilitate easy 

repeatability of test paths.  
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Communication between the AGV and the 

Host PC Terminal program is accomplished 

by encapsulating data and commands in 

packets, which are transmitted using 

Bluetooth. The communication packet 

protocol was modified this year to allow for 

the additional functionalities described 

above. 

 

Localisation 

Localisation refers to the ability of the AGV 

to determine its position in the Cartesian 

coordinate frame. Localisation is performed 

using an Extended Kalman Filter (EKF), 

which fuses the proprioceptive and 

exteroceptive sensor data to create the state 

estimate,  ̂. This year, the implementation of 

the EKF was improved through two key 

modifications. The first was a correction to 

the kinematic model, specifically pertaining 

to the change in AGV heading. The final 

kinematic equations used in the process 

update are shown in Figure 4.  

 
Figure 4: Kinematic Equations used in 2012 EKF 

This modification improved the robustness 

of the process update, thus reducing the 

amount of drift error inherent in the EKF. 

The second major modification was the 

correction made to the innovation 

calculation. A problem arose when the 

vehicle was heading directly North, where 

the compass reading and the estimated 

heading can be on either side of true North. 

The correction value in this scenario was 

estimated to be in the opposite direction to 

the smallest angle between the two 

headings, giving incorrect results in the state 

estimate. By limiting the heading innovation 

between -180
o
 and 180

o
, the errors observed 

when the AGV proceeded North was 

eliminated, as seen in Figure 3. 

 

Along with the modifications to the EKF 

algorithm, the covariance matrix associated 

with the project update was retuned. The 

AGV was manually driven around a 

rectangular test path, logging all sensor data 

using the Host PC Terminal Program. Using 

this data, and values from 2011 as a starting 

point, the matrices were iteratively tuned to 

minimise the estimate error. The final 

covariance matrices used place more 

emphasis on the odometry data, resulting in 

the final performance shown in Figure 5. 

Figure 3: Results of Innovation Calculation Modification 
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Figure 3: Results of EKF Tuning 

As can be seen, the EKF has an average 

error of approximately 0.7m, marking a 

significant improvement to 2011. This 

resulted in the vast improvement in the path 

tracking performance described below. 

  

Path Tracking 

Path tracking refers to the group of methods 

and algorithms concerned with maintaining 

an AGV on a predefined trajectory [4-6]. 

The Follow-the-Carrot algorithm 

implemented in 2011 was ported to the 

current iteration of the AGV. This is a 

simplistic, geometric algorithm that 

calculates a steering angle to orient the AGV 

toward a carrot (goal) point on the test path.  

 

To verify the performance of the AGV while 

tracking a path, tests were carried out by 

sending the AGV a series of predefined 

paths, while logging the positional data from 

the AGV as it followed the paths. In all 

scenarios the Follow the Carrot algorithm 

was used, with the look-ahead distance set to 

1m and the steering gain K set to 1.9. These 

tuning parameters were found in testing to 

give the best compromise between the 

accuracy of the path tracking and a smooth 

motion as the AGV completed the paths. 

 

Linear path tracking was tested by sending 

the AGV a series of linear paths which 

formed a rectangle of the dimensions 11m x 

15.7m. The positional data presented in 

Figure 6 shows that the AGV was able to 

track the rectangular path very well, without 

any oscillation being observed. The average 

tracking error measured for this case was 

0.0882m with a maximum error of 0.6455m 

at the corners, where the AGV overshot the 

path as it changed direction. This is a large 

improvement over the estimated error 

observed in 2011, which was stated to be a 

maximum error of 1.2m, giving a reduction 

of error of approximately 46.3%. 

 
Figure 4: Linear Path Tracking Results 

The circular path tested was based on a 

semi-circle with a radius of 4.9m. The 

positional data recorded for this test, 

presented in Figure 7 shows that the AGV 

was able to very accurately track the circular 

path. The average tracking error for this test 

was measured as 0.0497m with a maximum 

deviation of 0.1987m which is exceptional, 

especially when compared to the error 

figures calculated for the linear paths. When 

compared to the maximum error observed in 

2011 of 0.5m, the 2012 AGV reduces the 

tracking error by approximately 60%. 
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Figure 5: Circular Path Tracking Results 

The large reduction in error between these 

and the linear path tracking results was due 

to the kinematics of the AGV. An Ackerman 

vehicle performs turns by tracing circular 

arcs along the ground, with a steering angle 

inversely proportional to the turning radius. 

Therefore, to follow the circular paths 

shown here, the AGV merely had to set a 

constant steering angle, making only minor 

adjustments when the vehicle deviated 

slightly from course. With no sharp changes 

in direction, such as those seen in the linear 

paths, there is no observable overshoot, 

which was the main contributor to the error 

seen in the linear paths.  

 

 

4. Discussions 

While the data presented above shows the 

AGV is able to very accurately track paths 

using the estimated positions from the EKF, 

it is important to note that the estimated 

positions are not always the same positions 

that the vehicle occupies in the real world. 

The position estimate is still largely affected 

by the quality of the GPS signal, and the 

assumption that there is no slip at the drive 

wheels. During testing the deviation of the 

system as a whole from the physically 

marked paths has been observed as up to 

half a metre on a clear day with four or more 

satellite fixes, and up to approximately 1.5 

meters when only the minimum of 3 

satellites fixes have been acquired. With this 

in mind, the performance of the AGV can be 

improved if a dynamically tuned EKF is 

implemented to take into account the 

varying GPS position estimate accuracy, 

based on the number of satellite fixes 

available. 

 

5. Conclusions 

 

The AGV system was successfully 

converted to use an AVR microprocessor, 

simplifying the development process while 

improving performance. 

 

The localisation in 2012 is more accurate 

than previous years, and can work regardless 

of the vehicle’s heading. 

 

The testing results indicate that for linear 

paths the tracking error has been reduced by 

up to approximately 46% when compared to 

the 2011 results. 

 

The testing results indicate that for circular 

paths the tracking error has been reduced by 

approximately 60% when compared to the 

2011 results. 
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Abstract:  

Minimally Invasive Spinal Surgery (MISS) is a rapidly growing surgical method to perform 

operations on the spine through multiple small incisions which provides faster recovery time and 

less blood loss for the patient. The focus for this project is using MISS for pedicle screw 

implantation where a tool with sensors can give appropriate feedback to the surgeon. A fibre 

optic force sensor has been developed to successfully provide readings from forces applied to the 

sensor. Calibration of the device allows tissue differentiation, which will give the surgeon real-

time haptic feedback to assist during the operation so that potential errors can be avoided. There 

is a linear relationship between the intensity of the light beam from the Fabry-Pérot 

Interferometry sensor and the axial force applied at the tip of the tool. As force is increased, the 

normalised intensity from the original light beam and the reflected beam from the sensor 

increases. 

 

Keywords: Minimally Invasive Spinal Surgery (MISS), Fabry- Pérot Interferometry (FPI), fibre 

optics, pedicle probe, haptic feedback 

 
 

1. Introduction 

Spine surgeries are conducted to treat a 

number of different spinal conditions and 

diseases, such as spinal column tumours and 

herniated discs. Traditional spinal surgery is 

“open”, where one long (about 7-inch) 

incision is made along the patient’s back to 

access the surgical site. This large incision 

causes immense blood loss and soft tissue 

trauma, which leads to long post-operation 

recovery times [1]. 

To counter these problems, a rapidly 

developing and promising field called 

Minimally Invasive Spine Surgery (MISS) is 

becoming increasingly common. MISS 

accesses the surgical site via multiple small 

incisions of 1- to 2-inches on the patient’s 

back instead of a single incision as with 

“open” surgery. This provides benefits such 

as faster patient recovery by reducing soft 

tissue damage and blood loss [2]. 

However, since the incisions are so small, 

the surgical instruments used have to 

accommodate for this. This leads to a 

reduction or total loss of haptic feedback to 

the surgeon. Haptic feedback is required for 

the common MISS procedure of pedicle 

screw implantation. This procedure involves 

inserting pedicle screws in the patient’s 

spine. The screws support the spine, and 

hence correct spine deformity and treat 

spinal trauma [3]. 

To insert the pedicle screws into the spine, a 

pathway is created in the spinal bone using a 

surgical instrument known as pedicle 

probes. Surgeons need to “feel” their way 

through spinal bone (receive haptic 

feedback) with a pedicle probe to find the 

optimum screw pathway. This is important 

as the screw’s biomechanical advantage 
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needs to be maximised so that it supports the 

spine as much as possible. [4] 

The small incisions of MISS also reduce the 

surgeon’s visual feedback of the surgical 

site, making it more difficult for her/him to 

avoid nerve roots in the spine. Impacting 

nerve tissue can mean irreversible damage to 

the patient’s neural structures, causing 

paralysis. The aim of this project was to 

create a proof-of-concept solution to the 

described limitations of MISS by developing 

a prototype multi-sensor surgical instrument 

which provides haptic feedback and nerve 

detection to the surgeon during operation. 

 

2. The Fibre-Optic Force Sensor 

To provide haptic feedback to the surgeon, 

the forces acting on the tip of the pedicle 

probe need to be measured. In [5], a sensor 

using optical fibre technology was 

developed to measure the forces acting at 

the tip of a surgical needle. 

Imaging techniques such as Magnetic 

Resonance Imaging, Computational 

Tomography and X-ray are used to provide 

structural information and visual feedback to 

surgeons during MISS. Optical fibre sensors 

provide the advantage of not affecting 

magnetic fields, so do not disturb the 

medical images [6]. 

The solution developed in this project used 

the optical fibre sensing technique of Fabry-

Pérot Interferometry (FPI). The benefit of 

FPI over other optical fibre sensing 

techniques is that only one fibre is required 

with a relatively small sensing cavity at its 

tip. FPI is based on a change in optical path 

length in back-reflecting light beams. There 

are two (partially translucent) mirrors in the 

deformable sensing cavity, which is a glass 

capillary in this case. Error! Reference 

source not found. shows a diagram of how 

FPI works. Mirror 1 is stationary and acts as 

the reference mirror. Mirror 2, on the other 

hand, deforms as the cavity displaces under 

an axial force. The light beam is partially 

reflected from each mirror, and so the two 

reflected light beams each have a different 

optical path length, meaning that they are of 

different phase. The phase difference causes 

a specific interference pattern. As a force is 

applied at the tip of the sensing cavity, the 

distance between the two mirrors changes 

with a displacement of δ, which in turn 

changes the interference pattern. The 

measured intensity of the combined 

interference patterns reflects the respective 

force acting on the cavity. 

The intensity of the light beam through the 

fibre optic cable can be measured using the 

following equation: 

           √         (
    

 
) 

As a force F is applied to one end of the 

sensing cavity, the distance δ changes, 

which leads to a change in the phase 

difference(
    

 
). The wavelength λ of the 

light source used was 1550 nm. 

Therefore, the intensity I of the combined 

Figure 1: Sensing cavity of the FPI sensor [5] 
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light beam returning to the photo diode is 

inversely proportional to the distance δ 

between the two mirrors in the sensing 

cavity. The greater the axial force applied to 

the tip of the glass capillary, the more the 

distance δ increases and therefore the 

intensity I decreases. The ideal intensity-

force relationship of the FPI sensor is shown 

in Figure 2. To achieve a linear relationship 

in the actual FPI sensor, the area enclosed 

by the red rectangle in Figure 2 was 

targeted. 

 

Figure 2: Generic response of an FPI sensor illustrating 

relationship between force and intensity [5] 

3. Construction of the FPI Sensor 

The construction of the FPI sensor was 

relatively straight-forward although a very 

careful process was necessary (since the 

fibre optic cables are fragile and the 

components are all very miniscule). The 

fibre optic cables, with FC/APC (Ferrule 

Contacted/Angled Polished Connector) 

connectors at the end, were cut and carefully 

stripped from the plastic protective sleeves 

and Kevlar fibres. When the bare fibre was 

exposed, its tip was cleaved. The tip then 

acted as a reflective surface, shown as 

Mirror 1 in Figure 1. A second piece of fibre 

was stripped and cleaved in the same 

fashion to make Mirror 2. The two fibres 

were inserted into a glass capillary, the 

cleaved tips facing each other. An arbitrary 

air gap of about 2 mm between the cleaved 

ends was established, and super glue was 

used to fix the fibres within the glass 

capillary. Once the glue dried, Mirror 2’s 

protruding fibre was cut off at the tip of the 

capillary, hence completing the construction 

of an FPI sensor. 

 

4. Testing 

A schematic of the test rig’s layout is shown 

in Error! Reference source not found.3. 

The test rig consisted of various optical 

components. The light source was a 2 mW 

laser diode with a wavelength of 1550 nm. 

The laser diode’s current was controlled to 

ensure that a steady wavelength was 

emitted. Various optical isolators were 

installed to ensure that light did not travel 

backwards to cause any disturbance in the 

setup. A 50/50 beam splitter was used to 

divide the light beam so that there was a 

reference beam intensity and a beam 

intensity which depended on the deformed 

sensing cavity. The signal from the FPI 

sensor was normalized against the beam 

emitted directly from the laser diode. The 

combined signal from the two photodiodes 

was acquired by using a National 

Instruments Data Acquisition card and was 

graphed using LabVIEW software. 

A LabVIEW program (shown in Figure 4) 

was developed to read the signal from the 

FPI sensor and graph the response. A low-

pass filter limited the noise in the 

measurements. One photodiode took a signal 

from the original light beam and another 

photodiode from the FPI sensor’s beam. 

However, the two photodiode signals were 

acquired by the LabVIEW program as one 

reading. Therefore, the reading was split into 

the two signals for subsequent 

normalisation. The signal from the FPI 

sensor was normalised by dividing it by the 

original light beam intensity. It was then 

multiplied by 10 for ease of readability. The 

user interface of the LabVIEW program was 
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the front panel with a chart that showed a 

line graph of this normalised reading 

updating at 1 second intervals. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

5. Results and Discussion 

The FPI sensor was embedded into a 

stainless steel rod. The rod had a groove 

running along its length, inside which the 

FPI sensor’s sensing cavity sat. A flexible 

adhesive known as Sil-poxy glued the 

sensing cavity in the groove. The glue also 

acted as a protective layer, and its low 

stiffness allowed the glass capillary to 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

deflect without dissipating any of the force 

to the steel. The steel rod was simply a 

support structure to hold the sensing cavity 

in place. Using the test rig described in the 

Figure 3: Schematic of entire FPI sensor setup 

Figure 4: Block diagram of the LabVIEW program 
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previous section, incrementally increasing 

weights were added to the FPI sensor – rod. 

The readings confirmed that as force at the 

tip of the rod was increased, the intensity 

from the light beam decreased because the  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

distance between the two mirrors in the 

sensing cavity decreased. Hence, the desired 

behaviour of the red rectangle from Figure 2 

was achieved. After multiple tests, a graph 

was produced to show the relationship of the 

normalised intensity values (between the 

FPI sensor and the laser diode) and the mass 

applied to the sensor (see Figure 5). 

The behaviour is positive linear which is 

easier to use than the negative linear 

relationship of the un-normalised, direct 

sensor readings. It allows the data to be 

extrapolated and interpolated to any desired 

mass value, which can be transformed to a 

force reading. It proves that as the axial 

force acting at the tip of the sensor is 

increased, the normalised intensity linearly 

increases. 

The FPI force sensor can also provide nerve 

detection. Spinal bone consists mainly of 

cancellous (soft) bone, with a hard cortical 

bone in its centre. Nerves are embedded in 

cortical bone. So as a pedicle probe goes 

through spinal bone, a FPI sensor can 

measure the forces at its tip. These forces 

can be used to alert the surgeon if the tip of 

the pedicle probe impacts cortical bone, 

allowing the surgeon to then avoid the 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

nerves in that section of the spine.  

Practical tests on gelatine (which mimics 

human flesh) and sheep spine bone were 

carried out in an attempt to prove sensor 

functionality in real-life application. 

Although the readings were not reproducible 

in their exact values, the sensor was able to 

give a spike in measurement when entering 

the gelatine and when leaving it. Therefore, 

it was able to successfully differentiate 

between the mediums of air and gelatine. 

However, it was established that the sheep 

bone, even the softer cancellous bone, was 

very hard relative to the gelatine and 

therefore was not suitable to be used with 

the current implementation of the FPI 

sensor. The glass capillary was too fragile to 

undergo such high forces and was likely to 

shatter. 

The current implementation of the FPI 

sensor simply acts as a proof-of-concept 

solution in providing nerve detection and 

haptic feedback to the surgeon during MISS. 

Figure 5: Graph of the relationship between normalised intensity and force 
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To improve the sensor implementation so 

that it is useable in surgery, a method needs 

to be found to further protect the sensor 

when embedded on a surgical tool, without 

compromising it sensing capabilities.  
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